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Evaluation based on benchmark datasets

Evaluation based on pairwise comparisons
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Coupled Independent

Independent evaluation reduces to estimating

𝔼U∼PU,U′ ∼PU,Sq∼PQ [Rm (U, Sq) − Rm′ (U′ , Sq)]

Coupled evaluation reduces to estimating

𝔼U∼PU,Sq∼PQ [Rm (U, Sq) − Rm′ (U, Sq)]

Coupled noise values

Theory: Covariance is positive when 
models have similar token distributions
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Independent noise values Experiments: Coupled token generation reduces 
the number of samples needed for evaluation 

Llama 3.1 
1B vs 3B 

on MMLU 
dataset

Independent evaluation reduces to estimating

𝔼U∼PU,U′ ∼PU,Sq∼PQ [𝕀 {Rm (U, Sq) > Rm′ (U′ , Sq)}]

Coupled evaluation reduces to estimating

𝔼U∼PU,Sq∼PQ [𝕀 {Rm (U, Sq) > Rm′ (U, Sq)}]

Independent noise values
— outputs may differ

Coupled noise values 
— outputs always identical
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Coupled Independent

Llama bnb-8bit vs 
other Llama models 
on LMSYS-Chat-1M 

dataset

Ranking 
Llama 
models 

on LMSYS-
Chat-1M 
dataset

Experiments: Coupled token generation leads to lower 
win rates (due to ties) and different rankings

Example: Comparing identical models, 
we expect that    and   will be tiedm m′ 

Model   may win over   and vice versam m′ 

Models   and   are always tiedm m′ 

 m
Llama 3B

 m′ 

Llama 3B
vs.

LLM
Coupled Independent

Rank Avg. win-rate Rank Avg. win-rate
8B 1 0.3670 ±0.0020 1 0.3863 ±0.0020

bnb-8bit 2 0.3562 ±0.0020 1 0.3825 ±0.0020
bnb-4bit 3 0.3339 ±0.0020 3 0.3463 ±0.0020
AWQ-INT4 4 0.3164 ±0.0019 4 0.3310 ±0.0019

3B 5 0.2787 ±0.0019 5 0.2828 ±0.0019
1B 6 0.1650 ±0.0015 6 0.1664 ±0.0015


